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Abstract—The demand for rich multimedia content is con-
tinuously increasing as exempli ed by the success of sitesich
as YouTube, Google Video, and others. Critically, the richess
of multimedia content places signi cant demands on the limied
bandwidth available in wireless networks. To that end, thispaper
proposes a novel mechanism, Opportunistic Wireless Broadst
(OWB), that opportunistically aggregates redundant contat over
short timescales into uni ed broadcasts in order to dramatically
improve the efciency of streaming media. Unlike end-to-enl
techniques such as application-layer multicast (ALM) or ndive
IP multicast, OWB does not require modi cations to the serve
or client applications, thus offering a practical transition for de-
ployment. Experimental studies are presented showing thagven
with a minimal amount of redundancy, OWB can signi cantly
improve network throughput and quality of service in terms of
end-to-end delay.

I. INTRODUCTION

issues typically associated with multicast, a solutionustio
not require global deployment for some bene t to be obtained
We observe the broadcast nature of wireless communications
offers an opportunity for signi cant and transparent imyee
ments in ef ciency. In this paper, we propo§pportunistic
Wireless Broadcas{OWB), which consolidates temporally
close redundant trafc into virtual broadcasts, transpare
to the source and client. Unlike multicast based solutions,
OWSB limits the required deployment to the wireless network,
while modifying neither the multimedia applications noeith
protocols. The end result of OWB is that redundant data
packets are reduced to a minimal subset of broadcasts for
transmission across the wireless medium.

In contrast to the existing body of work on wireless multi-
cast and other packet aggregation techniques, OWB provides

Wireless networks have become proli ¢ in today's technol® compelling approach in the following aspects:

ogy landscape. Despite theoretical improvements in capaci
(802.11b, 802.11a/g, and most recently 802.11 draft-r@, th
consumption of multimedia content continues to outpacsghe
advancements, leaving little room for inef cient transféx-
amples of such highly demanding multimedia traf ¢ include
on-line gaming, media messaging, and emerging IPTV. Fur-
thermore, trends such as Fiber to the Home (FTTH) serve to
only exacerbate this bottleneck [1] in terms of the capauity
retrieve content with numerous devices quickly absorbirey t
newly offered bandwidth.

Fortunately, multimedia content often tends to exhibit re-
dundancy, especially during peak network load as noted by
Cheshire et al. [2]. Due to the natural redundancy in mul-
timedia traf c, there has been signi cant research invdste
in techniques to remove this redundancy from the network.
To start, multicast has received considerable attentidpoth
wired [3], [4] and wireless [5]-[8] networks. Unfortunael
adoption of multicast has been severely limited [9], despit
efforts such as application layer multicast (ALM) [10], [11
and others [12]. In contrast, approaches such as cachirg [13
[16] have signi cant adoption but offer limited benet to
multimedia traf c where redundancy is temporally close.

Therefore, we posit that a new approach is necessary in
order to improve ef ciency on wireless networks with signif
icant multimedia content. Critically, to avoid the deploym
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Application AgnosticlUnlike traditional multicast, ALM,

or P2P approaches, OWB does not require modifying the
end application. In fact, end applications will not even be
aware of the use of OWB which in turn allows OWB to
bene t a wide variety of applications.

Local Deployment:Similarly, OWB does not require
global deployment to function, unlike IP multicast or
its variants. Additionally, OWB does not require full
participation by the clients in order to obtain bene t for
the clients which are OWB capable.

Heterogeneous Client#n addition to not requiring globall
deployment, OWB works well in wireless networks with
heterogeneous client data rates. As clients with low
data rates (1Mb/s, 2Mb/s) will receive the same data
as high data-rate clients (54Mb/s), one slow data rate
transmission can be used to transmit to all clients.
Quality of Service:In the worst case, OWB neither
bene ts nor harms network traf c, operating identical
to normal unicast traf c. In the best case OWB, despite
employing delay to nd redundancy, can actually reduce
the overall average end-to-end delay due to the reduced
congestion in the network. In our experiments, we nd
that OWB can reduce the overall average end-to-end
delay to 80% of the unicast case with only a minimal
number of clients.



}

b
i

NN Sy

:

. [T e,

_.}. ,—L . % & "
b .

iz | | T30
z > >
Fig. 2. OWB state information packet.
Fig. 1. Overview of OWB.
Il. OPERATION OFOPPORTUNISTICWIRELESS to the base station indicating OWB capability. This can be
BROADCAST done via DHCP options or by special control messages sent by

gpe client to the base station. Second, once the base station

dispatches streaming data via redundant unicasts to rimltiEOt'_ed by a client that itis OWB capable, the base statiofi wi
separate clients connected on the same wireless infrasteuc?€9in monitoring packets destined for the client to detaemi

network. Examples might include multiple set top boxe&€ir suitability for opportunistic broadcasts. _
receiving IP TV via wireless or streaming music distributed ~ ©Nce the base station has determined that a client would

for multi-room audio. The separate unicasts arrive at treebd?€n€ t from opportunistic broadcasts, a state packet (show

station, where the unicasts are queued for a minimal amolfhfi9- 2) is broadcast to the clients. The state packetsagont

of time. After a small prede ned time limit, the packets arotatic state information for all source/client pairs thatesl
combined into a single broadcast for transmission acrass fiPt change on a per-packet basis, such as source IP/port and
wireless medium. Typically, when the network is under destination port. Once the client receives the state packet

reasonable load, the packets are queued naturally at tiee 3 client will parse the packet for storing pertinent state

station as a result of different network speeds between tfformation to be used in reconstructing the original paske

wireless and wired networks. This delay is used to oppostun{™m the OWB broadcasts. ,

tically recognize redundancy via data payload signaturg. (e FOr xample consider two client§; Cy, connecting to an
MD5). Under a low network load, application pairs (identl e OWB capable base station. Wh_en both c_Iler_1ts perfor_m their
by source IP and port) demonstrating redundancy can BEICP request to the base station, they indicate their OWB
forcefully enqueued for a maximum xed time to facilitateC@Pability with a DHCP option. From this point forward, any
detection of redundancy. It is critical to note two aspedith w packet destined for these clients will be analyzed in order t

regards to delay. First, packets that are not amenable will ffi€términe if they would bene t from OWB. After connecting

be queued. Second, packets which are queued have their qJ@JB€ base station, both clients access the same live strgam
time offset by the savings in transmission time as will pgedia. At this point, the base station determines that both
shown in the subsequent experimental studies. clients are receiving redundant data from the same source

Once the broadcast packets reach the clients, the Ov@Bplication. Thus, a state packet (as shown in Fig. 2) istsent
client driver reassembles the original packets, if the paik both clients indicating .that a new virtual bro.adcast groap h
applicable to the client. The reassembly is done using dtor@een created. Each client parses the state informatiorepack
state information located both at the client and in the Owghecking for their IP address. If the client's own IP addnsss

packet. The deployment of OWB is simpli ed as neither thfound, the client then records the number of servers and the
client application nor the server application will be awttrat corresponding state information (Server IP, Port, etc.jhso
any conversion takes place. the OWB client application can rebuild the original packets

There are three core phases in OWB: From this point forward, OWB will be used to broadcast the

Client Discovery:The client must notify the base statiorStré@ms to the clients, with OWB responsible for rebuilding
that it is capable of receiving opportunistic broadcastg?e original packet for those applications.
otherwise OWB will not be enabled for the client. B. Redundancy Extraction

Redundancy ExtractionSince end applications are not i _
modi ed, the redundancy needs to be detected dynami-There are two core aspects of redundancy extraction which
cally from the unicast streams. must be addressed for OWB to function. First, OWB should

Packet Reconstructior®pportunistic broadcasts need td'°t have any impact on traf ¢ that is not amenable to OWB.

be converted back into their original packets for delivery] other words, non-redundant ows should not be penalized
to the end application. or their lack of redundancy. The second aspect is how Wirtua

_ ) broadcast groups are formed from the detection of redundant
A. Client Discovery data.
In order to enable OWB, the base station needs to gainTo achieve the rst goal of not affecting non-amenable
awareness of OWB capable clients.First, the client sentss daws, OWB does not queue packets by default. Instead, an

The basic case of OWB (shown in Fig. 1) is that a serv
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Fig. 3. Redundancy detection process overview.

analysis is performed in the background in order to deteemin ‘ ‘ ‘ ‘

which packets should be queued. First, a packet arrives at

the base station and an MD5 checksum is generated for the

packet's contents, after the IP header and unique data., Next

the packet's server IP and port information is used to detegm Fig. 4. MD5 checksum is taken after unknown data in packet.

if the packet should be queued. The actual queuing of the

packet depends on if there is a virtual broadcast group for th ;

server |P/port combination and if the client is OWB capable. — =) =
If there is no virtual broadcast group for the packet, bus it i ‘

found that multiple clients receive the same data from theesa

source frequently, as determined by a pre-de ned threslaoid | |

opportunistic broadcast group will be created for them.hid t [ #% T e

point a new state packet will be sent from the base station e %s # & &

to the clients indicating a change in the virtual broadcast

groups. The OWB broadcast packet is released after all knowe 5. Overview of packet spoo ng to client application.

group members are contained within the packet, or when

a maximum hold time is surpassed. Regarding group leave,

OWB employs a soft state approach, thus no actions need to/jé be stored as unique data inside of the OWB broadcast

explicitly taken by the client to leave a multicast groupoGp Packet (as shown in Fig. 4). By doing this, unique informatio

recon guration is controlled through state disseminatéthe from transport level protocols can be preserved, withoiride

base station. speci cally aware of all possible transport or applicatipro-
The most important factor in determining the maximuriPcols that may be transmitting steams. For general TCR traf

amount of time a packet should be queued is the perceiVds method will likely be insuf cient unless data alignnten

impact to the user. Thus, the maximum queue time is limitd@chniques such as those presented in [22] are used.

to the order of milliseconds which is minor when compared to

the latency tolerance of the most demanding applicatioos. ¥

example, rst person action games have a latency tolerahce oOnce the opportunistic broadcast packet arrives at thetclie

up to 180ms [19]. Strategy games, on the other hand, havéha original packet must be rebuilt (shown in Fig. 5). As show

latency tolerance of several seconds [20]. Finally, apgibis in Fig. 5, each broadcast packet is received by the client and

such as VolIP, can have up to 250 ms of one-way delay befisepassed to the OWB driver. Once the packet is delivered

it becomes noticeable to the user (ITU G.114). to the OWB driver, a number of steps need to be performed,
Conversely, if the timer is too short, redundancy will nosuch that the original packet can be rebuilt. First, a cheaktm

be detected, if it is too long, packets may be queued white performed in order to see if the client should receive the

waiting for other members that never come, resulting inaextpacket. To determine if the client should receive the packet

delay with no bene t. In a simple test of two clients connelctethe broadcast group and bitmask elds are checked.

to the same live steaming source, a maximum queue timeFor example, consider the client that is listening to broad-

of 15ms was found to be sufcient to detect over 95% ofast group#2 and a bitmask of0x0002 The client re-

the redundancy. Furthermore, the actual queue time isdurtlteives the packet shown in Fig. 6. TBerverNumber and

limited by the fact that once all members of a virtual broaticaBcastGroup=Mask elds are checked to determine if the

group are included in a broadcast packet, it can be immégliatelient should receive the packet. In this example the oppor-

released. tunistic broadcast is sent to two clien@0001 and 0x0002
Another issue with detection of redundant data in th@s indicated by thBcastGroup=Mask). Thus, the client has

network is that even though the actual application payloaktermined it should receive the opportunistic broadcEse.

is redundant the transport headers may not be (as may odéutheader is then rebuilt using stored state information and

with RTSP [21]). Thus, the stx bytes after the IP headerunique data (transport headers, etc.) is retrieved fronetite

L/

. Client-side Packet Reconstruction



& % For streaming media it is not necessarily desirable to
\ | e retransmit dropped frames because of the substantial delay
+))" * introduced in the retransmission. By the time the clientliapp
T «—( )13 cation receives the packet, the packet may no longer belusefu
* -—()! to the application. Thus, it would be better to transmit tegtn
&, : packet of the stream. OWB has exactly this behavior, since it
RER (s does not retry failed transmissions.
< > ) To reduce the loss rate of OWB in a highly congested

network, we perform a duplicate send of each broadcast packe
Fig. 6. Opportunistic Broadcast Packet [24]. Thus, the time taken to transmit one set of opportimist
broadcasts is increased such that there is little differanc
the transmission time of the two client unicast and the two
client OWB cases. However, with OWB each client will have
twice the opportunity to receive each packet, thus increasi
the likeliness of successful transmission. Furthermoih, tle
%‘Eﬂdition of more clients, the bandwidth savings of OWB will
only increase.

The number of copies of each packet that should be trans-
I1l. OWB INTERACTIONS mitted, can be adjusted according to the overall loss ratiedn
Beyond the basic mechanics of OWB, it is important tévirdele%s meidium. FOI’f(él(;’ exdperilmentsbin “ZeC“OT‘ IV'f V\{hiCh
understand how OWB impacts the network as a whole. Firsta a base loss rate ot 6%, a up |ca_te roa castis sut toent

ive<< 1%loss. If the loss rate is still signi cant the number
the effect of OWB on packet loss needs to be addressed. Siuplicate broadcasts mav need to be increased accovdinal
OWB is able to reduce congestion on the wireless networ?<, P y oyeing
losses are still likely to occur due to the inherent unréligh g Fragmentation Avoidance
of the wireless network. The lack of a per-packet acknowl-

... Itis well known that packet fragmentation is not desirable
edgement exacerbates the problem of loss as the respaysibil .
o . : in terms of overall performance [25]. Unfortunately, in OWB
of packet retransmission will fall to higher level protosol

. . the packets increase in size with the addition of each dient
The second concern for OWB is packet fragmentation. Packe? P . . . .
. : unique data. This raises the issue of packet fragmentation,
fragmentation may occur due to the fact that with OWB the, .” " .
. : L . ) which is well known to suffer from performance issues. How-
transmitted broadcast increases in size as additionaitslage

added. Once the packet size crosses the MPDU value for ﬁ,}/?er, th|_s ISsue can be av0|_de.d., assuming OWB is |r_nplemented
. : . . In'the wireless device, by limiting the number of unique lsyte
wireless network packet fragmentation will occur. The dhir

and forth items relate to OWB's actual potential for bandivid allowed. _Furthermore, n .802'11 the M.AC Ser\_nce Data Ur_nt
. ) (MSDU) is 2304 bytes (without encryption), while Ethernet i
and power conservation respectively.

limited to a 1500 byte MTU. Thus, this leaves an additional
804 bytes that can be used to store unique client data.

of the opportunistic broadcast, completing the originailed.
This packet is then sent to the nal client application, with
the client application being aware that any conversion to
place.

A. Packet Loss

One potential weakness to the use of broadcast is that fhe Power Conservation
broadcast transport of 802.11 has no MAC layer acknowl-In low power mode of 802.11, the base station agrees to
edgment. This means that the sender will not know if theuffer packets for the client for a speci ed amount of time.
receiver successfully received the packet. Thus, when tAethe end of this time, the client is required to wake up to
majority of packet drops are caused by random interferenaeeive the Traf ¢ Indication Map (TIM), which is transmet
and not congestion, it is not desirable to use opportunisfirom the base station. If the TIM indicates packets are being
broadcasts. Since the MAC layer cannot determine whybaffered for the client, the client is required to stay awake
failed transmission occurs [23], the response will be ttreesa until no further packets are buffered for the client. When
namely retransmission with back-off timer and rate fallbaomultiple clients have their data buffered, this can resulai
(assuming multiple consecutive losses), likely resulting node remaining awake for a substantial amount of time while
a successful retransmission. Broadcast does not help if titeer clients have their data transferred. If broadcassey
network is not congested because eliminating the overhahd base station is modi ed such that the TIM indicates all
for unicast transmission provides no bene t. clients which are part of the virtual broadcast group. Omhee t

However, the situation changes greatly when the wirelessadcast(s) have been transmitted, the TIM is cleared; thu
medium is congested. In this case packets are much matewing the clients to return to their low power state more
likely to be dropped in relation to congestion. In the unicasgjuickly.
case, a packet will keep being retried until a successfulln the event that only a subset of the clients wishes to enter
transmission is detected or the maximum number of retriagpower saving mode, the virtual broadcast group can be split
is reached. This can lead to packets being held in the sdntb two. One group would consist of clients that are not in
gueue longer, while waiting for previously sent packets ¢o lthe power conservation mode, and the other would consist
transmitted successfully. of clients in a power saving mode. By making this division



clients that are not concerned with power usage will not have
their packets delayed while waiting for the power consegvin
clients to wake. ] &5 owe
Finally, OWB can be complimentary to other power saving
techniques. For example, OWB is a natural complement to the
power conservation technology PAWP [26]. In PAWP, data is
buffered at the access point of the wireless network, inrorde
to allow the wireless devices to have only periods of high
activity and no activity. In the combination of a technique
such as PAWP and OWB, the benets of both technologies
are realized. Additionally, the queuing required by OWB is
masked by the delay introduced at the base station for the T g N S
power conservation. Number of Clients
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IV. REQUIREMENTS IMPLEMENTATION AND Fig. 7. Effect of number of clients on packet loss.
EXPERIMENTAL STUDIES

One signi cant requirement of OWB is the ability for
transmission of high-speed broadcasts. Due to the fact that
many client devices limit their broadcasts to 1 - 2 Mbps, this
may seem to limit the ability to use OWB as the penalty for
using broadcast over unicast is too signi cant to overcome
with a small number of clients. However, base stations are
readily available that are capable of high-speed broasl@st

Relative Delay To 2-Client Unicast

+—+ Unicast|
3-00wB
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"

Relative Delay to 2-Client Unicast

minimal monetary co$t and in our testing with various client- R A B @
side wireless network cards we found none that were incapabl

of receiving broadcasts at a high-speed. Thus, OWB is only o9 ]
restricted in implementation in that it must be implemerited

a base station which is capable of high-speed broadcasts. 05 ! !

3 4
Number of Clients
A. Implementation and Experiments

For. the actual experiments, all cIiente where identicaéllntFig. 8. Effect of number of clients on delay.
Centrino laptops with an Intel Pro Wireless 2100 802.11b
card. Both the OWB redundancy detection and the OWB client

application were implemented as a user space program. Egch . 0 0
client was connected to the base station (a DLINK 614 € single and double send QWB suffer from 5% an0.1%

wireless router) and received an identical 33 KB/s strealr%SS respectively. The loss in the umcast case Is relatedr_td
ueue over ow related to congestion to access the wireless

(comprised of 600 byte packets). Additionally, three Ionﬁ] di d the retri f fully t itted K
term TCP ows (FTP) and random short-term ows (HTTP. edium and the retries of unsuccessiully transmitted facke

requests) were used to provide cross trafc, which is nc;lih? OWB packet I.OSS is due to errors in the transmission,
ich are not retried. However, the OWB approach has a

amenable to OWB. For the redundancy detection the maxim o
etter loss rate because of the fact that the medium is not as

ueue time was set to 15 milliseconds. In the experimergs,
d P congested, and the send queue does not over ow. The double

following implementations were compared: . .
Sinale Send Broad OWBXIThis is the b imol send OWB implementation has the lowest loss rate because
ingle Send Broadcast ( *IJhis is the base imple- %ach client has two opportunities to receive each packet.

mentation of opportunistic wireless broadcast, with each _. .
bp Fig. 8 shows the effect of the number of clients has on the

opportunistic broadcast packet being sent ode=1). i
Double Send Broadcast (OWBx2)J his implementation 2V¢ 29€ end-to-end delay. Each value for end-to-end dslay i
taken in relation to the average end-to-end delay expegtnc

of opportunistic wireless broadcast sends each oppor- : .
tunistic broadcast packet out twiced (= 2). in the two client unicast case. As can be seen the end-to-

Unicast- This is the standard unicast case. Opportunistﬁ?d delay fOI.IO\.NS a similar pattern for both the umca_st_and
wireless broadcast in not enabled e opportunistic broadcast cas®otably, the opportunistic

' broadcast incurs only about 80% of the delay in the unicast

B. Effect of Number of Clients case The primary reason for the reduced delay is due to the

. . fact that when the unicast case drops a packet it is retried
In Fig. 7, the effect the number of clients on the loss rategl P P
e

the various protocols is shown. The unicast case suffera fr
13% loss or higher as the number of clients increase, WhE

ith exponential back-off) until the max retransmissiaas
ached or it is successfully transmitted. The retransariss
Suses the delay for the current packet and any other packets

1For example the Dlink 514(802.11b) wireless router is nqtatde of Waiting to be transmitted to in(?rease- The inc_reaeed detay a
high-speed broadcasts, while the Dlink 614(802.11b) isictp causes over ow in the transmit queue, resulting in the néwes
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Fig. 9. Effect of number of clients on UDP bandwidth consuiompt Fig. 11. Effect of the number of clients on total goodput (T&®l UDP).

Goodput of Redundant (UDP) and Background Data (TCP) thus the varying TCP ows throttle back as they detect a

F T Unicast TCP greater amount of congestion. For both implementations of
+ -+ Unicast UDP " N
sor g-0oWBxz TCP) OWB, the background TCP ows remain almost constant with
A-A OWBx1 TCP
5.

L 2" owex1 UDP only minor uctuations. The fact that the TCP ows remain
R almost constant is expected as the consumed bandwidth by the
redundant UDP ows does not increase substantially as more
clients are added to the UDP ows.
In Fig. 11 the total goodput for each of the systems is
] shown. For the unicast case the total goodput decreases as th
Lo e ——— ] number of clients are added. Conversely, with OWB the total
‘ ] goodput increases as the number of clients are added. The
reason for this behavior is that in the unicast case the TCP
throughput is throttled back at a rate greater than the @&rsere
in UDP traf c. This results in an overall decrease of total
goodput as more clients are added. The total goodput for the
implementations of OWB increases as the number of clients
are added to the UDP ow, because the additional clients do
packets being dropped. With opportunistic broadcast agiackot consume signi cant additional bandwidth. Thus, the TCP
that is not successfully transmitted is not retried; it ijppled.  ows do not throttle back, but maintain a similar rate as when
By not retransmitting lost packets, packets that are drdppgnly two clients were accessing the stream.
will be the oldest packets and not the newest packets. From the results three conclusions can be reached. First,
The amount of bandwidth consumed by the different a®WB (in a busy network) can offer signi cant bandwidth
proaches is shown in Fig. 9. As can be seen, the bandwid#vings for the transfer of redundant data. Second, evergtho
usage of the unicast case increases linearly as the numbethefredundancy detection algorithm adds queuing delay, OWB
clients are added, which is expected. In both the single ahds a lower end-to-end delay than the unicast case. Finally,
double send OWB, the amount of bandwidth consumed ortywB offers a benet for as little as two clients, with these
increases slightly as the number of clients are increaskd. Toene ts increasing with the number of clients.
reason that the unicast two client case appears to conssgsie le
bandwidth thanOWBx2 is because packet retransmissions. Practical Potential for Bene t
are not accounted for in the bandwidth consumption. Then order to demonstrate the potential for bene t of OWB
retransmissions also cause the unicast case to have a highsihg a 20ms queue time) in a realistic setting, downstream
loss rate (due to send buffer over ow, while waiting for otdewireless traf ¢ (802.11b) from our university's network wa
packets to successfully transmit), and a higher end-to-eggptured over a period of 2.5 days. The percentage of UDP
delay. bandwidth capable of being conserved using OWB is shown in
Finally, in Fig. 10, the goodput of the redundant UDP anHig. 12. During short time intervals (on the order of secdnds
unique (cross traf c) TCP ows is shown. For all three casegshe amount of traf ¢ can be reduced by up to 80%. While the
as the number of clients increase, the amount of goodput &pikes in traf ¢ reduction only occur for brief intervald)ay
the redundant UDP ows increases. However, in the unicastrongly correspond with traf ¢ spikes in UDP consumption.
case, as the number of clients increase, the amount of gbodplius, OWB is able to provide bene t when it is needed most.
for the TCP ows decrease. This is expected due to thedditionally, while opportunistic wireless broadcastsluee
UDP ows consuming more of the total available bandwidtthandwidth, OWB also substantially reduces the number of

Bandwidth (Mb/s)

| |
o 3 4
Number of Clients

Fig. 10. Effect of the number of clients on goodput (UDP andP}.C



broadcast nature of the wireless medium. Our experimental
studies in this paper indicate the feasibility of detectivigple
packet redundancy by skipping a small amount of data at the
beginning of the packet.
In the second category there are works such as [5]-[8]. In
[5], Lee et al. investigate multiple wireless multicast foamls
and their performance under various simulated scenarios. T
various issues relating to ef cient multicast routing anode
mobility are explored by Tan et al. in [6] and by Suh et al. in
[7]. In [8], Park et al. take a different approach to multiciais
the wireless domain, by utilizing an adaptive multicast mes
instead of a tree. The use of the mesh allows for a more robust
(in terms of reliability) wireless network, by making node
mobility a smaller problem. While these works address how to
perform multicast with wireless mobile node, the works db no
address the general global deployment problem of multicast
This can be perfectly acceptable in a sensor network or other
wireless networks where a single entity has control over all
Fig. 12. OWB Bene't on wireless tap traf c. nodes and applications run on the network.
The third category consists of works covering packet ag-
gregation and packet caching. In [14], Wetherall et al. @nés
packets transmitted (by over 13%) for the whole 2.5 day, implementation of packet caching where the cache nodes
period. Unfortunately, without the help of techniques sash ,se Rabin Fingerprinting in order to nd redundancy in
[22], TCP incoming traf ¢ will largely not bene t from OWB  the network. When redundancy is detected it is tokenized
(an overall average of 0.3% bandwidth reduction for TCFawityt an upstream cache and the original packet is rebuilt at
spikes of 20% bandwidth reduction over short intervals). the downstream cache. Unfortunately, Rabin Fingerprinitn
computationally expensive and does not scale well when data
V. RELATED WORK is not highly redundant. Additionally, the wireless medium
In general, work related to OWB can be classied intds outside the scope of the paper. In fact, for the situation
four different categories: 1) works improving on multicast opportunistic wireless broadcast is concerned with, nadban
remove deployment obstacles; 2) works adopting multiaastwidth will be saved on the wireless link when redundancy only
the wireless realm; 3) works performing packet caching@nd/occurs across streams (as each client is a cache).
packet aggregation; 4) works examining wireless perfomaan Packet aggregation has also been applied to speci ¢ appli-
In the rst category are works such as AMT [12] andcations, such as Lu et al. did for VoIP in [29]. In this works,
ALM [10]. AMT (Automatic IP Multicast without Explicit packet aggregation of VoIP packets in a wireless network is
Tunnels) is a recent effort by the IETF which allows multicaperformed by egress node. The largest difference to our isork
communication between two non-adjacent multicast enablggtht OWB is application agnostic, reducing redundancysgro
networks. It enables hosts and/or routers to exchangeaastti streams, and experimental studies are performed.
traf ¢ with the native multicast infrastructure and doestno The nal work most relevant to OWB is the work by Badri-
require manual con guration. However, AMT is hindered byyath on Gathercast [30]. Gathercast is similar to oppostimi
the fact that it requires application support, and in theeleiss wireless broadcast in that it also uses in-network devicetyt
case, a base station that also supports relaying the mailtiagamically condense packets to conserve bandwidth. However
packets. Gathercast only looks at combining different packets (ligua
On the other hand application layer multicast (ALM), doeaCKs) from different sources to the same destination into a
not require changes to the network, as it requires end eliegingle packet. While Gathercast does save on overhead in the
to forward the packets to other end clients. This alleviatg@twork, it does not reduce data redundancy.
bandwidth consumption on the originating servers link te th
Internet, but increases the load placed on end networks, in
addition to increasing end-to-end delay for the furthest ou
clients. Additionally, ALM has been shown to have signi- In conclusion, we presented preliminary results for a new
cant problems when applied to wireless nodes as shown teghnique for bandwidth conservation, Opportunistic Veise
Garyfalos et al. in [27]. Broadcast, for wireless networks. With the introductioritoe#
In contrast to ALM and AMT, our own work in [28] presentsredundancy detection algorithm at the base station and a sim
a technique to allow for domain-wise multicast deploymenple re-direction mechanism at the client, opportunistieiess
This is done by identifying redundancy at the edge nodes lmfoadcast is able to offer signi cant QoS improvements. Mos
a network and multicasting the data across the domain. Whiletably, the use of opportunistic wireless broadcast, wher
OWB is based on a similar concept, OWB addresses uniqaiesingle copy of a packet is sent, allows for signicant
opportunities for increased efciency due to the inhereninprovements in terms of loss and delay when compared

VI. CONCLUSIONS



to the unicast case. By using multiple broadcast packefss]
opportunistic wireless broadcast is able to reduce the tloss
negligible values even in a busy network. Critically, thiiah [14]
experimental studies demonstrated that the amount of time
that a packet is queued is easily offset by the reduction ﬁ&
contention on the wireless medium. Additionally, the fdwtt
the wireless clients handle broadcast messages more rtfgie
than unicast packets (due to the lack of acknowledgment&!
more bandwidth is available for other wireless transmissio ;7
Our future work includes examining the potential for packet
data alignment for increased benets for TCP [22] and the
examination of how recent work in network coding can bg®
applied to the work for longer term transmission savings.
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