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ABSTRACT

Distributed PRocessing in Mobile Environments (DPRiIME)
is a framework for processing large data sets across an ad-hoc
network. Developed to address the shortcomings of Google’s
MapReduce outside of a fully-connected network, DPRiME
separates nodes on the network into a master and workers;
the master distributes sections of the data to available one-
hop workers to process in parallel. Upon returning results to
its master, a worker is assigned an unfinished task. Five data
mining classifiers were implemented to process the data: de-
cision trees, k-means, k-nearest neighbor, Naive Bayes, and
artificial neural networks. Ensembles were used so the clas-
sification tasks could be performed in parallel. This frame-
work is well-suited for many tasks because it handles com-
munications, node movement, node failure, packet loss, data
partitioning, and result collection automatically. Therefore,
DPRIiME allows users with little knowledge of networking
or distributed systems to harness the processing power of
an entire network of single- and multi-hop nodes.
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1. INTRODUCTION

Technology is exhibiting a trend toward wireless. For
many, standards such as Bluetooth and Wi-Fi are replacing
their wired counterparts, and powerful mobile devices are
more popular than ever [1]. In other areas, there is a des-
perate need for real-time data analysis and extraction [2].
A government agency may need to quickly evaluate camera
data from an airport to determine if it is indicative of ter-
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rorist activity. In another scenario, a financial institution
may need to check a customer’s credit card transaction for
evidence of fraud. These data mining applications demand
an immediate response. Processing large amounts of data on
the mobile devices that are present in these areas, however,
is taxing on their processors, memory, and batteries.

MapReduce is Google‘s solution to processing vast amounts
of data on many commodity machines. It does so by dividing
the machines into a master and many workers; the master
splits the work into many small pieces and is responsible
for coordinating the processing of each piece. MapReduce
is an example of distributed processing; by employing the
resources of the entire network, several less-powerful devices
can outperform a single device with greater processing ca-
pability and resources. Unfortunately, MapReduce possesses
several attributes that prevent it from being deployed in mo-
bile environments. For this reason, we developed DPRiIME,
which utilizes this approach by partitioning the data into
manageable pieces and distributing them among available
wireless devices.

Much like Google’s MapReduce framework, DPRiME rep-
resents an abstract framework and associated implementa-
tion for processing large data sets in a distributed environ-
ment. The nature of mobile environments precludes several
important features of MapReduce, such as a fully-connected
network and shared storage space, from being implemented
on wireless devices. This served as the impetus for devel-
oping DPRIME as a framework for addressing the same
problem with a mechanism suited for wireless ad-hoc net-
works. DPRIME retains the relevant features of MapRe-
duce, with several necessary additions. Because DPRIME
automates data partitioning, task management, and com-
munications, it only requires the user to define the process-
ing task, data, and processing parameters during run-time.
Thus, no knowledge of the underlying workings of the sys-
tem is required.

1.1 MapReduce

1.1.1 Framework

Google developed MapReduce to simplify distributed com-
puting by separating data processing functions from the un-
derlying distribution and parallelization tools. With MapRe-



duce, users simply specify a Map and Reduce function, and
the framework handles data partitioning, task assignment,
fault tolerance, and other aspects of the distributed com-
puting process. In this way, a user with no knowledge of
distributed systems could still harness the capabilities of a
large computing cluster [3].

The MapReduce process consists of two main parts: the
Map task, which takes a set of input key/value pairs and
produces an intermediate set of key/value pairs; and the
Reduce task, which merges all of the values for each distinct
intermediate key. An example of an input pair could be a
word to count and a string in which to search for it; in this
case, the intermediate pair would consist of this word and
its count. The reduce task would then produce a count for
all map tasks that searched for this word.

After the user specifies Map and Reduce functions, the
framework designates one machine as the master and the
rest as workers. MapReduce begins by partitioning the data
into manageable pieces. The master, which coordinates the
map and reduce tasks, assigns pieces of the data, as well
as the Map task, to idle workers. The Map workers parse
the data and pass them to the Map function, which produces
intermediate key/value pairs that are periodically written to
memory; pointers to the intermediate pairs are then passed
back to the master. When the master receives a pointer,
it relays it to a Reduce worker; the Reduce worker reads
the remotely stored key/value pairs into memory, sorts it
by intermediate key, and passes the intermediate values for
corresponding keys to the reduce function, which produces
an output for each intermediate key.

Several features within this process distinguish MapRe-
duce as a robust and efficient model: fault tolerance, task
granularity, and back-up. To address worker failure, the
master periodically pings its workers. If it does not receive
a response, it labels the worker as failed, cancels any task
the worker is processing, and resets the worker to an idle
state; the task the worker was processing is then reassigned.
Task granularity encompasses the idea of splitting the data
into many fine pieces. Doing so improves dynamic load bal-
ancing and also reduces the costs of worker failure. Back-up
is implemented when MapReduce nears completion. It con-
sists of the master assigning all currently running tasks to
idle workers; a task is completed when either the primary or
back-up worker finish. Back-up helps to mitigate the effects
of stragglers, machines that take an especially long time to
complete one of the final Map or Reduce tasks [3].

1.1.2 Limitations

MapReduce was designed and optimized to operate on
large clusters of commodity machines that are fully con-
nected over Ethernet. It reduces bandwidth usage by re-
laying data locations from Map workers to Reduce work-
ers through the master; the Reduce workers then read the
remotely stored data into memory. In doing so, MapRe-
duce relies on shared memory and fully-connected machines.
These features are not possible in mobile environments, in
which data can only be shared by physically passing data
over the network. In addition, every node in the network
is not connected to every other node, requiring data to be
transmitted to several nodes before reaching its intended
destination. For these reasons, we found it unproductive to
implement MapReduce for wireless environments.

2. DPRIME

To address the shortcomings of MapReduce in mobile en-
vironments, we found it necessary to develop a distributed
framework that retained MapReduce's key features while
incorporating communication and storage optimized for a
mobile environment. DPRIME uses a similar approach to
MapReduce—a master assigns portions of a data set to avail-
able workers, which process them using an assigned function.
Several important features, however, distinguish DPRiME
and make it ideal for deployment in mobile environments.

For this paper, DPRiIME was used to distribute a classi-
fication task across a network, but it could easily be used
to distribute many other types of jobs. It has the bene-
fit of being able to process data stored on a single node or
distributed on nodes throughout the network.

2.1 Master Functionality & Worker Discov-
ery

A mobile device is designated as the master when the
user specifies an input data set and processing parameters.
Unlike the fully-connected computers that compose a clus-
ter, the ad-hoc network used in a mobile environment pre-
vents the master from knowing how many workers, if any,
are available at a specific time. To initiate the process, the
master broadcasts a PING message and listens for responses
from workers. After an interval where the master waits for
responses, it partitions the data according to the number of
available workers and assigns a section to each for process-
ing.

Much like in MapReduce, the master maintains data struc-
tures which track workers and assigned tasks. Each worker
is tagged with a WorkerTag instance that contains informa-
tion about the worker id, worker address, worker state, task
assigned, and elapsed time from the workerOs last commu-
nication . These allow the master to track workers and tasks
throughout the DPRIME process, noting failed workers and
unfinished tasks for fault tolerance and backup.

2.2 Worker Functionality

Worker nodes, if available, respond to a master PING with
an AVAI response. The master then issues the worker a com-
mand packet (CMND) containing data and processing pa-
rameters. The master controls data processing by passing a
task identification number, from a group of pre-programmed
tasks, along with any required parameters for that task. In
addition, the master can specify whether the worker should
process locally stored data by passing the name of the file
where the data would be stored.

2.3 Execution Overview

When the user specifies a data set, processing task, and
processing parameters, DPRIME proceeds through the fol-
lowing sequence:

1. The master, begins by attempting to open the file con-
taining the data and reading them into memory. If the
data are smaller than a threshold value, the master
processes them itself.

2. Otherwise, the master pings its one-hop neighbors,
waits for responses, partitions the data according to
the number of responses, and sends a piece of the data
to each available one- hop neighbor.



3. If no neighbors respond to the ping, the master pro-
cesses the data itself.

4. If there are no data to read into memory, the master
sends the name of the file that would contain data to
each one-hop neighbor.

5. If there are no data to read into memory and no one-
hop neighbors, the task terminates.

When a worker receives a task from its master, it proceeds
through the following sequence:

1. If any data were received, the worker begins by exam-
ining them. If the data are smaller than a threshold
value, it processes them itself.

2. Otherwise, it distributes the task like its master. If
there are no one-hop neighbors, the worker processes
the data itself.

3. After completing the processing task, the worker pro-
cesses local data in the same manner as its master.

4. Finally, it returns the results to its master.

Like MapReduce, DPRIME incorporates a back-up func-
tionality; it maintains a list of tasks, through which it iter-
ates. The master continually loops through the list and as-
signs any unfinished task to idle workers until every task is
completed; a task is completed when the first worker replies
with its result.

3. IMPLEMENTATION
3.1 DPRIME Protocol

Communication between devices was implemented in User
Datagram Protocol (UDP), with several key acknowledge-
ment and retransmission features built in for reliability. The
combination of UDP‘s unreliable packet delivery and the
mobility of workers in an ad-hoc environment necessitated
a robust system for efficiently handling node failures and
dropped packets.

Throughout the process, various scenarios were addressed
which could cause long delays or, in some cases, failure of
the process. For instance, a master‘'s failure to notice an
available worker at the beginning of the DPRIME process
is costly, since data partitioning depends on the number of
known idle neighbors. The initial PING is thus sent out sev-
eral times to ensure the first master-worker communication
is established. Once the process has begun, the master pe-
riodically broadcasts a ping to check for any new available
workers.

Because the command packets (CMND) could be very
large in some cases, they are sliced at roughly 8KB intervals
and sent as a series to the worker. The worker records each
received piece and sends a “command complete” (CMPL)
packet to the master upon receiving the entire CMND. If a
short timeout elapses before the complete command is re-
ceived, the worker notifies the master with a receipt packet
(RECV) enumerating the missing pieces; the master then
resends these fragments.

Just as workers can come into the master’s range in the
middle of the process, they can just as easily leave. Worker
mobility was thus addressed in several ways. When the

Figure 1: Execution Overview.
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master sends a command, it defines a maximum silence pe-
riod within which it requires a response from the worker.
Workers begin working on a task and send “progress re-
ports” (PROG) according to the maximum silence defined
by the master. If a master does not hear from a worker
within the maximum silence period, it issues a “hello” packet
(HELO) and waits one more timeout period before marking
the worker as missing.

Broken connections are expensive in time and processing
power if a worker is unable to send the results of a tedious
task back to the master. Thus, Dynamic Source Routing
was implemented to address this challenge.

3.2 Dynamic Source Routing (DSR)

Especially in an ad-hoc environment, workers may fre-
quently move away from their master while working on a
task. It is infeasible, however, to simply reassign lost tasks.
Besides costing precious time, there is no guarantee that the
next worker will finish the same task within range. There-
fore, DSR was implemented as a simple means for workers
to find a route back to their master, to send both progress
reports and results.

After sending a progress report or a results packet, work-
ers expect an acknowledgement from the master (RECV).
After three unacknowledged packets, the worker assumes it
has lost connection to the master and begins building a new
route using DSR. After a new route has been established, all
communication from the worker to the master and vice versa
includes a “DSR-data” (DSRD) header and is sent along this
route. If the worker eventually determines it has lost the
master again, it will simply restart the route-building pro-
cess. In this way, the framework relies on multi-hop routing
to ensure delivery of results and to avoid reassigning com-
pleted tasks.

4. MINING

To simulate data mining in the field, we implemented five
classifiers: Iterative Dichotomiser 3 (ID3) decision trees, k-
means, k-nearest neighbor, Naive Bayes, and artificial neural
networks. On their own, these classifiers have been studied
and are well-understood [4], [5]; implementing them in par-
allel, however, is the subject of ongoing research [6], [7], [8].

Initially, we considered developing a parallel implementa-
tion of each classifier. For decision trees, each branch would
be parallelized as in [8]. Developing a parallelization for
each classifier is non-trivial though, and would also limit
DPRIME ’ s capacity to accommodate new classifiers. For
these reason, we chose to split the data, train a classifier on
each split, and treat the classifiers as an ensemble.

Ensembles were selected for their ability to generate highly
accurate classification results [9]. In our framework, after
a classifier had been trained, it would classify each of the
testing examples it had received; this took place on the
worker nodes. Because only two-class data-sets were used
(the framework is capable of processing data sets with any
number of classes), the classification results were stored in
a 2 x n array, where each row represented a class and each
column (0, ..., n) represented a testing example. This ar-
ray was then transmitted to the worker’s master, where the
arrays representing the classifications from different workers
were added together. If this master was a sub-master, it
would transmit the sum array to its master, which would
do the same. When the results reached the master where

Figure 2: Classifier completion times.
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the task originated, it would compare the number of votes
for each of the two classes and assign each test example the
class with the majority vote; ties were decided by randomly
assigning a class.

5. RESULTS

For our experiment, DPRIME was implemented in C#
using the .NET Compact Framework. It was deployed on
Motorola MC35 Windows Mobile devices. Figure 2 and Fig-
ure 3 display the time taken to perform classification tasks
for three different scenarios. Both figures display the same
information, but Figure 3 does not include the k-nearest
neighbor classifier results. Experiments were conducted us-
ing three different configurations: one master, one master
with two workers, and one master with two workers and two
workers for each of the master’s workers.

5.1 Discussion

Different parameters were used for the mining algorithms.
The minimum leaf size for decision trees was two. K-means
used five centroids for classification. K-nearest neighbor
used three neighbors. Neural networks used 3 layers with
10 iterations and the learning rate was 0.1.

The same imbalanced data set was used for each classi-
fier. It consisted of thirteen thousand examples with sixteen
continuous features and two classes. One thousand testing
examples were classified.

Not surprisingly, k-nearest neighbor exhibited the greatest
improvement when distributed across this framework. This
is because, unlike the other classifiers, no model was created
for classification. Instead, classification required the entire
data set split to be processed for each testing example mak-
ing it the longest-running classifier so the communication
overheads were only a small fraction of total time. K-means,
which took the least amount of time, performed worse when
distributed across our framework. This is because the addi-
tional communication costs outweighed the benefits of using
multiple devices to process a task. We conclude that the



Figure 3: Classifier completion times (without k-
nearest neighbor).
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more computationally intensive a task, the more it benefits
from using this framework.

5.2 Future Work

There is a great deal of work to be done in evaluating
the effectiveness of this framework as well as determining
parameters for the most effective deployment of DPRiME.
Thresholds need to be established for the maximum file size
that a worker will process and the size of splits made by a
master. In addition, extensive testing will need to be per-
formed to evaluate the time requirements versus accuracy of
the different classifiers used in this framework. Finally, the
performance gains made by using different combinations of
single-hop and multi-hop neighbors need to be compared.

6. CONCLUSION

With the advent of ubiquitous wireless sensor networks
and improvements in wireless technology, there will be an
increasing demand for processing large amounts of data at
their source. DPRIME simplifies this process by provid-
ing an abstraction that separates the more complicated dis-
tribution and communications tasks from the user-defined
function that processes the data. By incorporating the im-
portant features of MapReduce into a robust framework ca-
pable of handling the shortcomings of MapReduce outside
of a fully-connected network, we believe DPRIME will be-
come a valuable tool for simplifying the data-intensive tasks
in mobile environments.
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