Learning

Essential for unknown environments
Can't write rules about what we don't anticipate
Helpful for complex systems

L et the agent learn on its own



Environment
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Agent Learning Can Be...

Supervised

Trainer tells agent exactly what it is doing
right/wrong

Unsupervised
Agent ison itsown
Relnforcement

Results are evaluated, but no other feedback is given



Inductive Learning

Glven an example

A pair <x, f(x)> where x is the input and f(x) isthe
result

Generate ahypothesis
A function h(x) that approximates f(x)
That will generalize well

Correctly predict values for unseen samples



How do we do this?

Must determine a hypothesis space...

The set of all hypotheses we are willing to consider
e.g. All functions of degree lessthan 10

That iIsrealizable

Contains the true function

(easier said than done!)



Learning Decision Trees

Described by attributes and returns a decision

Can be discrete (classification) or continuous
(regression)
We will focus on Boolean classification






Resulting Tree




Surely, we can do better!







Form Tree Using Different Attributes

Patrons? Gives us Type? Tellsus
clearer divisions nothing.



That was magic! Witchcraft, | say!

How does a computer determine the best
attributes, without the use of colored dots?

We introduce the idea of infor mation

Quantifies how much information we need from the
result

The more we already know, the lesswe can learn
|(P(V),...,P(vn)) = S-P(v1)log(P(v1))
Kegpinmind, 0< P() <=1



Fipping a Coin

Unbiased: P(H)=.5,
(T)=.5
(.5,.5) =1hit

We |learn everything

because previously we
had no ideal

Biased: P(H) = .99,
P(T) = 0.01

1(.99, 0.01) = 0.08
We learn almost

nothing because the

outcome s amost a
sure thing.



Using this method with Attributes

R(A) :S[(Oi +n)/(p + n)] 1(p/(p,+n,), n/(p+n;))
Determines how much information is needed after
testing attribute A

Weight each | by its chances of occurring

Want to minimize R (but why?)

R(A) = 1 means we learn nothing from this!
I'm thinking of a number between 0 and 1023...




Performance A ssessment

Collect alarge set of samples
Divide into training set and test set

Apply your learning algorithm to the training set
to generate h

Measure the percentage of correctly-classified
samples h(x)

Repeat for different sizes of training and test sets
No peeking!



Reading too much into things

Overfitting

Attempting to find regularities that do not exist.

e.g. If | flip acoin and get 50% heads today, and got

60% heads yesterday, then Tuesdays must be a better
day for heads!



How do we avoid this?

Can solve with statistical significance test

Calculate predicted value, given no patterns
Compare to statistical values
Permissible degree of deviation is critical

Cross-validation

Set aside some data with known values

Test hypothesis against this

Take average of results

How does this differ from normal training with sets?



Ensemble Learning

Combine predictions from a hypothesis space
Boosting

Increasing an example's importance when generating
hypotheses

After M iterations, combine the hypothesesin a
weighted fashion

Give more weight to the hypotheses that performed
better



Computational Learning Theory

Probably Approximately Correct -

It's good enough!

Assuming we chose “good enough” examples, and
assuming we ran “enough” samples, our
approximation must be close.

*Good enough” - stationarity assumption



“Probably Approximately?’

error(h)=P(h(x)!=f(x) | x drawn from D)

In other words, the error of a hypothesis is dependent
on the probability of the hypothesis differing from the
example, given the input x (drawn from our
distribution, D)

error(h) <=e
How many samples ensure this?
N>=(-In(d)+In|H|)/e



Restricting the hypothesis space

Don't want to make the space too large

N will grow and we'll never be able to learn
Can't make the space too small

We may cut the true function out entirely!
Two solutions

Ockham's Razor (discussed previously)
Learning Decision Lists



Decision Lists
Resemble ssmple decision trees (recall the

restaurant trees)

Restrict each test to at most k literals — k-DL
L earnable (proof intext, pp. 671)



Review

Performance element, learning el ement
Supervised, unsupervised, reinforcement learning
Hypothesis space

Decision tree, choosing attribute tests

Ensemble learning

PAC-learning



