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Summary. As devices and operating voltages are scaled down, future circuits will be plagued
by higher soft error rates, reduced noise margins and defective devices. A key challenge for
the future is retaining high reliability in the presence of faulty devices and noise. Probabilistic
computing offers one possible approach. In this chapter we describe our approach for mapping
circuits onto CMOS using principles of probabilistic computation. In particular, we demon-
strate how Markov random �eld elements may be built in CMOS and used to design com-
binational circuits running at ultra low supply voltages. We show that with our new design
strategy, circuits can operate in highly noisy conditions and provide superior noise immunity,
at reduced power dissipation. If extended to more complex circuits, our approach could lead to
a paradigm shift in computing architecture without abandoning the dominant silicon CMOS
technology.

1 Introduction

As Si CMOS devices are scaled down into the nanoscale regime,current microar-
chitecture approaches are reaching their practical limits. Thus far, the semiconductor
industry has successfully overcome many hurdles, including the current transition
to silicon-on-insulator (SOI) technology [1]. Looking to the future, the next major
challenges to Si CMOS include new materials (high-� and low-� dielectrics [2]), new
device geometries (dual-gate or �n-FET devices [3]), and further downscaling of de-
vices and supply voltages with attendant dif�culties in manufacturing, power dissipa-
tion, and economics of commodity manufacturing [2]. The longer-term prospects of
digital computation then diverge into two interrelated areas. On the system side, there
are the computer architecture issues arising from the problem of integrating billions
of transistors at the lowest possible supply voltage, with tremendous constraints on
total power dissipation and device reliability. On the device integration front, there
is hope that hybrid systems will emerge, combining CMOS FET-based digital logic
with any number of alternative devices, ranging from analogcircuits, to more exotic
alternatives (optical sources and detectors, quantum or molecular transistors, carbon
nanotube devices,etc.) all on the same chip [4].
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While there is no clear consensus on how far and how fast CMOS will downscale
and which of the emerging hybrid technologies will eventually enter production, it
is certain that future nanodevices will have high manufacturing defect rates. Further,
it is clear that the supply voltage,VDD , will be aggressively scaled down to reduce
dynamic power dissipation —VDD = 0 :5V is the current prediction for low-power
CMOS in 2018 [5], although extrapolations to even lowerVDD = 0 :3V have ap-
peared in the literature [4]. The resulting reduction in noise margins will expose
computation to higher soft error rates.

Probabilistic computing provides a new approach towards building fault-tolerant
nanoarchitectures and systems. We propose a new CMOS-compatible approach,
based on principles of Markov Random Fields, to the design and operation of logic
circuits. In this approach, the logic states are consideredto be random variables
whose values can vary over the range of the logic signal levelbetween 0V andVDD .
Under this framework, one no longer expects a correct logic signal at all nodes at all
times, but only that the joint probability distribution of signal values has the high-
est likelihood for valid logic states. The random logic variables for a circuit interact
through a distribution representing their joint probability. Circuit design is guided by
the formulation of a multivariate distribution on vectors of logic variables, aiming
for a distribution that attains maximum probability for valid states of the circuit.

In this chapter, we describe how logic circuits may be designed using CMOS
elements, based on principles of Markov Random Fields, suchthat correct logic op-
eration may be obtained even under extremely noisy conditions. We show that with
our new design strategy, the circuits provide superior noise immunity and at reduced
power dissipation compared to standard CMOS conterparts.

2 Markov Random Fields: Theory

Before presenting our MRF style circuits, we �rst provide a brief overview of the
Markov random �eld theory. Consider a set of random variables calledsites, X =
f x1; x2; :::; xk g where each variable,x i can take on various values calledlabels. The
sites inX are related to one another via a neighborhood system (N ) de�ned by a set
of variables fromX � f x i g. This collection of random variables is called aMarkov
Random Field(MRF) if and only if:

P(x) > 0; 8x 2 X (P ositivity ) (1)

P(x i jf X � x i g) = P(x i jN i ) (Markovianity ) (2)

In other words, a set of random variables form a MRF if all sites have a �nite pos-
itive probability and the probability of a particular site in the neighborhood depends
only on its immediate neighbors to which it is connected by anedge. The edges in the
neighborhood represent the conditional dependence between the connected variables
in the neighborhood. The joint probability of a given set of sites can be formulated
in terms of the associated clique of the graph structure. Figure 1 shows one such
neighborhood with one1st order clique and one2nd order clique.



Designing nanoscale logic circuits based on principles of Markov random �elds 3

Fig. 1. The MRF neighborhood system.

The Hammersley-Clifford theorem [6] asserts thatX is a Markov random �eld
on graphG if and only if it has a Gibbs distribution with respect toG. Using this
theorem, the joint probability can be written as,

P(x) =
1
Z

Y

c2 C

e
� U ( x c )

kT (3)

whereX is the set of all nodes in the neighborhood,C is the set of cliques,xc is the
set of nodes in a cliquecandU(xc) is theclique energy function. The termZ is called
thepartition functionand is a constant required to normalize the probability function
to [0,1]. The termkT can be interpreted as thermal energy from the physical pointof
view, but here it is merely treated as a constant in proportion to the clique energy that
controls the sharpness of the probability distribution. This form of the distribution is
called the Gibbs distribution. This Gibbs formulation of the Markov random �eld is
an attractive representation for computation, since the physical interpretation of the
probabilities in terms of entropy of computation is likely to �nd ready interpretation
in the physical device characteristics.

3 Markov Random Fields and Circuit Networks

Circuit networks can be expressed in terms of neighborhoodsshown in Figure 1 and
the interaction of the logic states and variables can be represented as a dependence
graph. Figure 2 shows a simple multi-level circuit and its corresponding dependence
graph. In this case, the graph is equivalent to a Markov random �eld, where the
nodes are random logic variables that can hold values ranging from 0V toVDD and
the edges are the conditional dependencies between the variables. Importantly, there
is no notion of directed logic �ow and causality, just statistical dependence. For in-
stance, if the output of the �rst NAND gate is at logic 0, then both the inputs are
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Fig. 2.A logic circuit and its dependence graph for a simple Markov random �eld.

constrained to be at logic 1 (i.e. there is a backward statistical dependency between
the output state and the input states).

All the logic variables,f s0; s1; s2; s3; s4; s5g, in the example, are varying in a
random manner over the range of the voltage levels. The correct logic states are those
that maximize their joint probability, i.e., the correct logic operation for the example
corresponds to the variables that maximize,p(s0; s1; s2; s3; s4; s5). In large logic
networks with hundreds of logic variables it is impracticalto directly consider a joint
probability distribution. The number of constraints required to enforce maximum
probability for the valid states grows exponentially with the dimension of the random
vector space and so the computation quickly becomes intractable. Fortunately there
exists a representation for high dimensional joint distributions that can be factored
into low dimensional distributions [7], [8]. The Hammersley-Clifford assertion that
an MRF is equivalent to Gibbs distribution allows for this representation. Using this
important relationship , the joint probability distribution P(S) can be factored into
terms each of which depends only on the variables covered by aset of cliques. In
the graph of Figure 2, three distinct sets ofcliques(i.e., the sets of fully connected
subsets of the nodes in the graph)f s0; s1; s3g, f s2; s3; s4g, f s4; s5g are observed.
These cliques represent the local statistical dependencies of the logic states. The
joint probabilityp(s0; s1; s2; s3; s4; s5) can now be decomposed into:

p(s0; s1; s2; s3; s4; s5) =
Y

c2 C

Uc(sc) (4)

= U013(s0; s1; s3)U234(s2; s3; s4)U45(s4; s5)

This simple decomposition means that the maximum overall probability corre-
sponds to the individual maximization of each clique function. This is crucial for
probabilistic circuit design where the full set of logic variables (nodes) in the circuit
can now be factored into a product of joint probabilities in the set of cliques that
describe the local interactions.
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4 State Propagation in MRF networks

In this section we brie�y describe the nature of computationin the MRF framework.
The general algorithm for �nding individual site labels that maximize the probabil-
ity of the overall network is called Pearl'sbelief propagation[9] and provides an
ef�cient means of solving inference problems by propagating marginal probabilities
through the network.

In a Markov random network, we have two types of nodes - theobservable
nodes and thehidden nodes. The observable nodes (e.g., inputs to a logic circuit)
have label probabilities pre-assigned to them by the problem setup. The probabilities
of the hidden nodes (e.g., internal nodes and output nodes ofa logic circuit) are not
de�ned and need to be computed by the belief propagation algorithm.

The goal of belief propagation is to compute the marginal probability distribution
p(x i ) at each nodei of the network. The probability of state labels at a given node
in the network can be determined by marginalizing (summing)over the joint prob-
abilities for the node state given just the probabilities for site labels in the Markov
neighborhood,N i . This marginalization establishes the label probabilities for the
next propagation step.

Belief propagation is an incremental/iterative process. Messages are passed from
each node to its neighbors and the process repeats until a convergence is reached. If
the Markov random network is acyclic (i.e. it contains no loops), it has been shown
that the propagation algorithm converges to the maximum probability site label as-
signment for the entire network [10]. This incremental algorithm has computational
complexity on the order of the number of nodes.

Most practical MRF networks are not acyclic and contain loops. In such net-
works, the marginalization must be done combinatorially over a region of the net-
work that bounds the loops in order to guarantee maximum probability solutions.
That is, one would partition the network into a loop-free network of blocks which
internally contain loops. Yedidiaet al. [10] showed that the belief propagation algo-
rithm works well in graph with loops and usually converges tothe maximum proba-
bility state even in presence of such loops.

Consider the circuit network from Figure 2. For belief propagation, we start from
the primary inputs of the circuit network and work our way to the outputs. As a �rst
step, one of the input nodes with a known probability, (e.g.,s0) is taken and the
node is marginalized out by summing the entire distributionover all possible states
of that node. Then other input nodes are marginalized out. After all the input nodes
have been eliminated, some of the hidden nodes now have marginal probabilities that
are known. After a few iterations, the marginal probabilities are propagated to the
output. Here, we outline the basic steps of the propagation algorithm in the network
of Figure 2 to determine the marginal probabilityp(s5) of the output nodes5:

Inputs: f 0(s0); f 1(s1); f 3(s2)
Cliques: f 2(s0; s1; s3), f 4(s2; s3; s4), f 5(s4; s5)
Goal: p(s5)
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STEP 1: Eliminates0

Eliminated: f 0(s0), f 2(s0; s1; s3)
New: f 6(s1; s3)

) p(s5)=f 1(s1)f 6(s1; s3)f 3(s2)f 4(s2; s3; s4)f 5(s4; s5)

STEP 2: Eliminates1

Eliminated: f 1(s1), f 6(s1; s3)
New: f 7(s3)

) p(s5)=f 7(s3)f 3(s2)f 4(s2; s3; s4)f 5(s4; s5)

STEP 3: Eliminates2

Eliminated: f 3(s2), f 4(s2; s3; s4)
New: f 8(s3; s4)

) p(s5)=f 7(s3)f 8(s3; s4)f 5(s4; s5)

STEP 4: Eliminates3

Eliminated: f 7(s3), f 8(s3; s4)
New: f 9(s4)

) p(s5)=f 9(s4)f 5(s4; s5)

STEP 5: Eliminates4

Eliminated: f 9(s4), f 5(s4; s5)
New: f 10(s5)

) p(s5)=f 10(s5)

This example illustrates that achieving the correct state con�guration in the net-
work corresponds to propagating state values through the network and updating each
node assignment with a node state having the maximum probability. Now we show
how the mathematical framework of MRF can be related to logical elements suitable
for computation.

The Markov random �eld framework can be represented by a number of models
of computation such as the auto model, the multi-level logistic model, the smooth-
ness prior model, the FRAME model and the hierarchical Gibbsrandom �eld model
among many others [7]. These models help encode the clique energy function in the
MRF framework. In [11] Baharet al.used theauto-modelto represent computation
in Markov random networks. For combinational logic, this model, serves as a simple
yet powerful representation of the clique energy function (logic compatibility func-
tion). In the auto-model, the clique energy function is represented as the summation
of the interaction between different sites in a given clique.
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Uc(si ; sj ; sk ) = � +
X

i 2 C0

� i si +
X

f i;j g2 C1

� i;j si sj +
X

f i;j;k g2 C2


 i;j;k si sj sk (5)

where the constant� is just an energy offset while� , � and
 are calledinteraction
coef�cients.

Boolean logic is represented in the MRF framework with nodesthat interact and
can take on labels from the setL=f 0; 1g. A sitesi with label1 (logic high) is written
assi and a site with label0 (logic low) is represented ass0

i
1. Hence, if three interact-

ing sitess0, s1 ands2 have the site labels 1, 0, 1 respectively, the overall interaction
between the sites is written as:

Uc(s0; s1; s2) = s0s0
1s2 (6)

Consider the inverter from Figure 2 with inputs4 and outputs5. Successful oper-
ation of this inverter is designated by the compatibility functionf (s4; s5) as shown
in Table 1. This compatibility function or the clique energyfunction syntactically de-
scribes the interaction of the neighboring nodes represented in the circuit dependence
graph.

s4 s5 f

0 0 0
0 1 1
1 0 1
1 1 0

Table 1.The logic compatibility function for an inverter with all possible states.

Here we list all possible states (input/output pairs) : valid states withf = 1 and
invalid states withf = 0 . In [11] Baharet al.proved that for a combinational logic
circuit, the energy of correct logic state is always less than that of the invalid state
by a constant. Hence, the valid input/output pair should have a lower energy than the
invalid pairs. Thus, the clique energy expression is obtained by a negative sum over
minterms from the valid states,

Uc(s4; s5) = �
X

i

f i (s4; s5)

= � (s4s0
5 + s0

4s5) (7)

For the two valid statesf 01, 10g of the inverter, the clique energy is -1 while for
the two invalid statesf 00,11g the clique energy is 0. As long as the energy of the
correct logic state con�gurations is less than that of the invalid state con�gurations,
the logic element will operate correctly. Although the example of a two-state inverter
may appear trivial, similar clique energy expressions may be written down for all
elementary logic elements.

1 In [11] Baharet al.used Boolean ring to represent a site with label0 (logic low) as1 � si .
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5 Building MRF Elements in CMOS

As described in the previous section, the key underpinning of the MRF circuit be-
havior is that the logic states of network nodes need to depend, in a probabilistic
fashion, on the logic states of some �nite number of neighboring nodes. For the pur-
poses of probabilistic computation based on interacting nanodevices, we need to �nd
a physical embodiment of interacting logic levels and the clique energy function. In
principle, these could be encoded in many physical variables, from occupation of
quantum dots by single electrons with occupation probability of neighboring dots
mutually in�uenced by their Coulomb repulsion [12], to the orientation of magnetic
spins in�uencing each other via the exchange interaction. However in this chapter,
we present the MRF computational paradigm in CMOS Si technology. By choosing
the CMOS route, we can use proven device and circuit simulation techniques to more
easily examine the higher-level architectural implications of probabilistic computing,
including the power consumption, speed and fault toleranceof our circuits.

In the preceding section we discussed clique energy minimization to obtain cor-
rect circuit operation. This energy minimization can be achieved by a device or de-
vice con�guration that produces a bi-stable energy function. A binary �ip-�op circuit
possesses this desired energy behavior where the required asymmetry of state energy
is created by the summing mechanism just described. As such,the mapping of MRF
model into CMOS circuitry requires the following two essential ingredients [13]:

� Each logic state,si , should be represented as abistable storage element, taking
on logical values of ”0” an ”1” with equal probability. The probability for any
other signal value should be low.

� The constraints of each logic graph clique should beenforced by feedbackto the
appropriate storage elements, implementing the logic compatibility functions to
maximize the joint probability of the correct logical values.

The �rst requirement ensures that the MRF logic states are maintained so that
the conditional probabilities among the neighboring elements can propagate. The
feedback paths, required by the second design principle, are based on conditional
probabilities and ensure that the correct logic states are the most probable states.
Each logic state, valid or invalid, has a probability distribution associated with it. In
the absence of feedback the probability distribution of thecircuit would be uniformly
distributed between all states. Whereas the bistable element allows us to maintain a
particular logic state at a given node, the feedback mechanism allows us to model the
belief propagation and the dependence of a node on the state of its neighborhood, as
described in Section 4.

5.1 MRF inverter

For combinational circuits, this notion of feedback can be enforced by realizing
the relationship between inputs and outputs of each gate or function. For example,
consider the inverter of Figure 2 with input variables4 and output variables5 and
logic compatibility function or clique energy described byEquation 7. Following the
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recipe for mapping MRF networks into CMOS structures, we cancreate a bistable
structure with feedback reinforcement that represents theclique energy function of
the inverter relation using CMOS logic gates. For the mapping, we create a bi-stable
element for each minterm of the logic compatibility equation – i.e. one bi-stable el-
ement fors4s0

5 and the other bi-stable element fors0
4s5. The feedback for each node

comes from the output of the bi-stable element containing its complemented coun-
terpart. The MRF implementation of the inverter is shown in Figure 3. The existence
of two inverters in a chain between the bistable element and the input/output nodes
might seem redundant. The cascade of inverters serves two purpose — �rstly it al-
lows us to reduce the capacitive load strain on the bistable output node and secondly
it allows us to size the feedback paths to the input nodes and the output nodes dif-
ferently. This sizing is crucial to make sure that the circuit does not stay at some
metastable state or oscillate between the valid states. In our implementation, as illus-
trated in, the output feedback path is sized to have double the drive-current strength
compared to the input feedback path.

Fig. 3. A circuit for encoding the clique function of two logic variables de�ning an inverter

The circuit consists of two “storage nodes”, one fors4 and one fors5. The stable
states of the nodes correspond to the maximum probability con�gurations of the
variables. For example, suppose thats4 = 0 ands5 = 1. Then the top NAND-inverter
gate is active and feeds the logic state “1” back to the inputs, thereby reinforcing
the expected output value. The other NAND-inverter gate feeds back the logic “0”
state. These feedback values are consistent with the input valuesf s4; s5g and the
overall circuit latches into this state. The other con�guration, s4 = 1 ands5 = 0,
corresponding to the other valid inverter logic state, is also stable.

The MRF inverter and all of the more complex MRF gates and circuits described
later in this chapter were simulated in SPICE using the 70 nm Berkeley predictive
technology model [14] atT = 100� C. In order to simulate the aggressively scaled
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VDD of future circuits, as well as noisy environment that will plague the end-of-the-
roadmap CMOS, we operated our MRF gates at a supply voltage of0.15V — a volt-
age level below the threshold voltages of our transistor models, which areVT H =0.2
V and –0.22 V for NMOS and PMOS respectively.

We ran two sets of simulations. First, we simulated the output of the circuit for a
noisy input signal in comparison with the standard CMOS gates. Second, we simu-
lated the effect ofVT H variation on the MRF element. We emphasize that the sources
of signal noise in ultimate transistors are a subject of current research. Some noise
sources,e:g:, hot-electron effects, cannot be treated analytically even for standard
supply voltages but rather require Monte-Carlo techniques. On the basis of such
simulations, some authors have argued that current noise models will underestimate
noise levels in nanodevices [15]. Since we propose to run ourcircuits at very low
VDD , both thermal noise and hot-electron effects, as well as power supply and elec-
tromagnetic coupling noise will signi�cantly degrade the logic voltages, while sub-
stantial and unavoidableVT H variation [16] between transistors will reduce the noise
margins.

An estimate of the noise on a typical signal arising from thermal noise aggra-
vated by threshold variation can be obtained in SPICE by transient simulation of
a chain of standard CMOS inverters. A sample of bandwidth-limited random noise
of magnitude and spectrum determined from the steady-statenoise of the Berkeley
transistor model was added to the output of each of 10 inverter stages in tandem, with
thresholdsVT H of individual transistors allowed a random variation of� 10%. The
resulting noise was roughly Gaussian with 30 mV RMS standarddeviation. How-
ever, the Berkeley model deals with 70 nm planar bulk devices, whereas the future Si
technology relies on fully depleted SOI with substantiallylower node capacitances.
Since noise is inversely proportional to the square root of the node capacitance [17],
it is expected to be higher. In addition, our thermal model leaves out crosstalk noise,
which will also have a signi�cant effect. While research is underway in trying to ac-
curately model the noise sources in nanoscale CMOS designs [18], we have added
Gaussian noise of zero mean and 60 mV RMS standard deviation to our 0.15 V and
zero voltage levels — a value we believe to be a reasonable estimate for the true
signal noise seen by ultimate transistors operated at lowVDD .

With this choice of noisy input signals, we have compared thenoise immunity
for the MRF and CMOS inverters, initially assuming noVT H variation. The inverters
are compared in Figure 4, where it is evident that the noisy input causes the standard
CMOS inverter to switch between correct and incorrect output values, due to the
small noise margin at lowVDD compared to the input noise amplitude. The MRF
inverter, on the other hand, provides excellent noise immunity.

We emphasize that simulation illustrated in Figure 4 assumed noisy input sig-
nals, without anyVT H variation from transistor to transistor (expected to reduce the
noise margins in any large-scale circuit). The expected threshold voltage variation in
ultimate CMOS transistors will depend on how the threshold is controlled. Current
expectation is that they will have fully depleted undoped Fin-FET channels [2, 5] and
VT H will be controlled by the appropriate mid-gap gate material. In order to maintain
effective gate control over the potential along the channel, the channel thicknessW
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Fig. 4. Simulation of standard CMOS inverter and MRF inverter operation at subthreshold
supply voltage.

will need to be smaller than the gate lengthL G , soW < 10 nm for ultimate CMOS
devices. At the same time,W cannot be made too small because size quantization
in the channel rendersVT H very sensitive to any variation inW [19][20]. A mono-
layer �uctuation in W would lead to several mV variation inVT H . As a result, in the
following simulations we chose a worst-case� 10% (that is,� 20 mV) variation in
VT H .

Given the larger transistor counts, the immunity of the MRF inverter in Figure 3
to VT H variation is not self-evident, but our preliminary simulations, shown in Fig-
ure 5 are reassuring. Figure 5 compares MRF inverter operation for VT H = 0.2 and
–0.22 V model values with the worst-case situation of�V T H = 20 mV in all tran-
sistors but with N and P devices changing in opposite senses.In all cases, the MRF
inverter operates correctly.

Fig. 5.MRF inverter with variable transistorVT H . Comparison ofVT H values = 0.2 and –0.22
V (standard) with worst-case� 20 mV variation (10% ofVT H ) for all transistors.
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Fig. 6. Comparison of DCVS (top, with inset showing the DCVS transistor layout) and MRF
inverters operated at VDD = 0.15 V, given noisy voltage inputs (Gaussian noise with zero mean
and 60 mV RMS amplitude). Note that DCVS provides some noise immunity over standard
CMOS, but not as much as MRF.

The MRF implementations analogous to Figure 3 provide correct probabilistic
operation at lowVDD in the presence of noise that would ordinarily defeat standard
CMOS. Nevertheless, it is instructive to compare this implementation with other im-
plementations that also have noise-immunity characteristics. For example, consider a
gate based on differential cascode voltage switch (DCVS) logic. By virtue of its dif-
ferential operation and positive feedback, DCVS has some built-in noise immunity.
Figure 6 compares the DCVS inverter (see inset for layout) toour MRF inverter of
Figure 3, in the presence of the same noisy input signals as inFigure 4 (i.e., Gaussian
voltage noise). We �nd that the DCVS inverter has much betternoise immunity than
a standard CMOS inverter, but is still not as stable as our MRFinverter. At the same
time, a DCVS inverter requires twice the transistor count ofstandard CMOS, while
our MRF inverter is an order of magnitude higher.

5.2 MRF NAND element

The layout of Figure 3 suggests a programmable logic array style encoding where
different functions can be achieved by varying feedback paths. Logic functions with
more variables are implemented by feedback paths involvingNAND/NOR gates with
larger fan-in, and complex feedback elements. Here we use a 2-input NAND gate to
illustrate the design of an MRF element with a three-node clique function.

Consider the truth table of a two-input NAND gate shown in Table 2. Again all
valid states in the table are labeled withf =1. The clique energy function of this
three-node gate can be obtained as:

Uc(x0; x1; x2) = x0
0x0

1x2 + x0
0x1x2 + x0x0

1x2 + x0x1x0
2 (8)

The clique energy function shows that there are a total of four minterms for the
NAND2 element. Each minterm is a valid input-output pair whose probability must
be be maximized using a bistable storage element. The feedback circuitry becomes
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x0 x1 x2 f

0 0 0 0
0 0 1 1
0 1 0 0
0 1 1 1
1 0 0 0
1 0 1 1
1 1 0 1
1 1 1 0

Table 2.The logic compatibility table for a two-input NAND gate as a function of all possible
input-output pairs. The inputs arex0 andx1 , the output isx2 .

slightly more complicated compared to the previous example. The feedback tox0
2

comes from the �rst three minterms containingx2, while the feedback tox2 comes
only from the �nal minterm containingx0

2. Since more than one minterm can deter-
mine the state of a logic variable, a more complex feedback network consisting of
NOR logic gates are needed as shown in Figure 7.

Fig. 7. Implementation of the MRF NAND2 element. The inputs arex0 andx1 , the output is
x2 .
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The circuit suggests that a bistable element is required foreach minterm. If ex-
plicit enumeration of all valid input-output pairs were necessary, creating a MRF el-
ement with a larger fan-in would cause an explosion in the transistor count, severely
limiting the applicability of this approach. Fortunately,an alternate mapping of the
MRF elements described below provides better ef�ciency in terms of area and power
and allows for creation of larger fan-in elements.

The clique energy function of Equation 8 for the NAND gate canbe re-expressed
as:

Uc(x0; x1; x2) = ( x0
0 + x0

1)x2 + x0x1x0
2 (9)

Using this factored form of Equation 8, a more ef�cient mapping of the NAND gate
can be created as shown in Figure 8.

Fig. 8.Area ef�cient MRF NAND gate implementation (total transistor count is 28 compared
to 60 of the mapping shown in Figure 7). The inputs arex0 andx1 , the output isx2 .

The new mapping consists of an OAI (OR-AND-INV) gate implementing the
�rst term (x0

0 + x0
1)x2 and a 3-input static CMOS NAND gate implementing the

second termx0x1x0
2. The number of bistable elements required decreased from 4

(for the four minterms)to just 2. This decrease also reduced the complexity of the
feedback path. In our earlier approach, the feedback tox0

2 came from the output of
a NOR gate whose inputs were three elements representing theminterms containing
the termx2 (see Equation 8). This feedback complexity reduced from a three-input
NOR (or its DeMorgan's equivalent) to a simple inverter thattakes the output of the
topmost complex gate and feeds back tox0

2. Similarly, the feedback to other nodes
are also reduced. Mapping the simpli�ed equation now produces a circuit that uses
only 28 transistors, compared to the 60 transistors shown inFigure 7.

The simulation of the optimized MRF NAND element of Figure 8 and its com-
parison to standard CMOS when subjected to uncorrelated noisy inputs is shown
in Figure 9. As can be seen from the �gure, the output of a regular static CMOS



Designing nanoscale logic circuits based on principles of Markov random �elds 15

NAND gate is very noisy, rendering the gate unusable. However, the MRF NAND
gate provides stable and correct voltage operation and excellent noise immunity.

Fig. 9.Simulation of regular static CMOS NAND and optimized MRF NAND gate in presence
of noise.

It should be noted that, for all MRF elements, the presence ofa feedback loop in
the circuit can result in the circuit oscillating between valid states. This oscillation
behavior (although not desirable in an electrical circuit)is consistent with the theory
of belief propagation in a loop, where the loop is not guaranteed to settle in a partic-
ular state but can oscillate between valid states [21]. The feedback components must
be sized properly to ensure that no oscillation or metastable states are possible at the
supply voltage being used. In our circuits, all feedback to the circuit output are sized
slightly larger to eliminate the possibility of any metastable states that might arise
due to contention between the input and feedback.

Using this factorization technique, higher fan-in circuits can be created without
exponentially increasing the circuit area and complexity.Table 3 shows the transis-
tor counts for different gates (given as a function of its inputs) mapped into MRF
elements.

The fan-in of the MRF elements is limited only by the maximum number of tran-
sistors connected in series in their transistor-level implementations. For instance, in
the 2-input MRF NAND element shown in Figure 8, a 3-high stackis required to
implement the OAI gate within the element. In general, anN -input MRF element
would require at most(N + 1) transistors in series in the transistor-level implemen-
tation. While larger logic functions could be realized using higher transistor stacks,
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std. gatesMRF mapping

1-input 20
2-input 28
3-input 36
4-input 44
5-input 48

Table 3.Comparison of transistor counts for multiple-input standard MRF elements.

for practical purposes this is generally not preferred. When all the devices in the
stack are turned on and conducting, the threshold voltage ofeach device effectively
increases due to the stack effect and causes the drive current to decrease. This, cou-
pled with the fact that all our circuits are operating at a subthreshold voltage regime
prompted us to limit the maximum stack size of all our circuits to four transistors.

5.3 Circuits with multiple outputs

So far we have looked at simple logical elements. Often in real designs we encounter
circuits that have multiple outputs. Usually these multiple outputs are all a function
of the same primary inputs of the circuit. Consider a circuitwith inputsp; q and
outputsx andy. The outputx is de�ned by the logical AND of the two inputs, i.e.,
x = p:q andy is de�ned asy = p + q0. The clique energy function for these two
relations can be written as:

Uc(p; q; x) = pqx+ x0(q0+ p0) (10)

Uc(p; q; y) = p0qy0+ y(p + q0) (11)

The dependence graph in Figure 10 shows the relationship between the inputs
and the respective outputs. The solid lines in the graph showa dependence of the
two separate outputsx, andy on the inputs. There is also a dashed line between

Fig. 10.A graph representing a circuit with multiple outputs.p, q are the inputs andx, y are
the outputs.

outputsx and y. The dashed line between the two outputs represents an implied
dependence between the two outputs. For example, the logical state of outputx is
directly dependent on inputsp andq. But the state of inputsp andq is also directly
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dependent ony. That means if outputy was set to a 0 then inputsp andq would
have to be logic 0 and 1 respectively. These two inputs being in those states means
that x has to be at logic 0. This implied dependence between all the nodes of the
dependence graph adds some degree of complexity but it also has an advantage. The
main advantage here is that instead of treating these two outputs as two separate
entities with two different clique functions, we can treat the entire system as one
large entity governed by a fourth-order clique function consisting of nodesp; q; x
andy.

Uc(p; q; x; y) = pqxy + p0qx0y0+ q0x0y (12)

Using this combined clique energy function, we can now create an MRF mapping for
the circuit the same way as we did for the MRF inverter and NAND2 elements. The
circuit encoding is shown in Figure 11. The total number of transistor required to im-
plement this combined clique energy function is 50 comparedto 84 if the individual
clique energies were separately mapped.

Fig. 11. MRF encoding of clique energy function shown in Equation 12.p, q are the inputs
andx, y are the outputs.

5.4 Building larger circuits

The MRF approach can be generalized to larger combinations of logic gates. Con-
sider the circuit shown in Figure 12 which implements the function x6 = x2(x0 +
x0

1). Larger multilevel circuits such as the one shown here can always be built by cas-
cading MRF elements like the MRF inverter and the MRF NAND gate introduced
earlier. The noise tolerance of the individual MRF element cascaded to form such
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Fig. 12.A multi-level circuit.

multi-level elements will result in a reliable signal at theoutputx6. However, the
total cost of this reliability in terms of transistor count is 104, which is a large area
penalty to pay for what is a 14 transistor circuit in regular static CMOS.

Instead of cascading individual MRF elements naively, one can take advantage of
the fact that not all internal nodes are important. If the circuit designer were interested
only in the primary inputs and primary outputs of the circuitand did not care about
the internal nodes, one could do away with cascading MRF gates. In the circuit shown
in Figure 12, the important nodes are just the inputsx0; x1; x2 and the outputx6. As
such, one can write the clique energy function directly for the circuit, ignoring all
internal nodes, as:Uc = x6x2(x0 + x0

1) + x0
6(x0

0x1 + x0
2). Implementing this clique

energy function directly requires a total of only 36 transistors compared to 104.

Fig. 13.An inverter cascade.

While this decrease in transistor count is impressive, one cannot always ignore
the internal nodes of a circuit. Consider a cascade of two inverters as shown in Fig-
ure 13 for an application where the output of the �rst inverter as well as the second
inverter is equally important. In such a case, one cannot ignore the middle nodey.
One possible solution is again to take just two MRF inverter elements and cascade
them together. The total cost of this implementation would be 40 transistors. How-
ever, instead of cascading the two MRF inverter elements, wecan again look at this
circuit in terms of implied dependence. Signalsx andy have an explicit dependence
while y andz also have an explicit dependence. In such a case, the dependence of
x andz is implicitly de�ned. Hence, an MRF encoding can be built by sharing the
common labely as shown in Figure 14. Here the total cost in terms of area is just 28
transistors.
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Fig. 14.Clique encoding of the inverter cascade.

6 Power, Area and Delay analysis

In this section, we compare the power dissipation and area overhead in terms of
transistor counts of MCNC'91 combinational benchmark circuits mapped onto our
optimized MRF elements operating at 150mV and regular static CMOS gates run-
ning at 1V (the expectedVDD for 70nm technology) [5].

Circuit in out CMOSVDD =1V MRF mapping
# tran 1st -stagedepthpower(�W ) # tran power(�W )

5xp1 7 10 568 25 10 101.4 2756 151.2
alu4 14 8 6928 153 23 875.2 33416 612.1
con1 7 2 78 6 6 16.5 356 16.9
cordic 23 2 604 32 15 89.8 2612 54.7
ex5 8 63 5448 135 13 692.5 25964 506.9

misex1 8 7 356 11 7 69.6 1700 82
o64 130 1 520 65 8 24.7 2752 44.5
rd53 5 3 232 6 9 40.7 1012 46.3

squar5 5 8 346 10 8 55.6 1532 70.1
table5 17 15 10192 237 23 1522.5 47948 936.1

Table 4.Comparison of transistor counts and power for MCNC'91 benchmark circuits.

Table 4 shows the comparison between the standard CMOS and MRF imple-
mentations in terms of the number of transistors and power consumption under noisy
conditions. Also shown in the table are the number of�rst-stagetransistors (i.e., the
number of transistors gated by primary inputs) and the maximum number of gates
along any path from primary input to output (i.e., thedepthof the circuit). For all our
circuit simulations, because of the subthreshold operation of our circuits, we limit
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the maximum stack size to four transistors. Hence, the MRF approach used two and
three input MRF elements when mapping the benchmark circuits to gates.

The table shows that the average increase in area for the MRF implementation
is about 4.7 times the static CMOS implementation. At the same time, other redun-
dancy approaches like Triple Modular Redundancy (TMR) are not that far lower (3X
overhead for a �ne-grained implementation). Regardless ofwhether a �ne-grained or
coarse-grained approach is used, the TMR method needs a reliable and a noise-free
�nal majority gate. The MRF elements, however, have no such requirements. The
effectiveness of the MRF approach compared to the TMR and thecascaded TMR
approach was shown in [22]. In the presence of extreme noise and single-bit errors,
the MRF approach produced correct output and showed superior immunity to noise
compared to TMR.

The results in Table 4 also show that the MRF mapping providesa power advan-
tage compared to static CMOS gates, particularly for circuits with larger depth and
many transistors in the �rst stage. Speci�cally, the MRF implementation dissipates
on average 33% less power than the standard CMOS implementation for these larger
circuits (e.g.,alu4, cordic, ex5, andtable5). This is signi�cant, since this implies that
our MRF elements may be used more effectively in larger circuit designs. For circuits
with shallower depth, there is not as much �exibility available in the MRF mapping,
so a power advantage may not always exist. In these cases, as apower/reliability
tradeoff, it might be advantageous to evaluate the circuit areas most vulnerable to
defects and noise, and selectively introduce MRF elements as needed to achieve de-
sired reliability.

For sake of completeness, a quick glance at the propagation delay of the MRF
elements is also provided. As the power supply is decreased into the subthreshold op-
eration region, the propagation delay of a circuit increases signi�cantly. The increase
in delay for the MRF elements shown in the previous section iseven more obvious
because of the increased level of circuitry and the existence of feedback paths. The
feedback paths add capacitance at the output node and the contention between the
input and the feedback values causes an increase in the latency of the circuit. Table 5
shows the delay of the MRF elements normalized to a CMOS inverter operated at
the same subthreshold voltage of 150mV.

Circuit Delay

CMOS INV 1.0
CMOS NAND2 1.6

MRF INV 7.1
MRF NAND2 8.6

Table 5. Delay of CMOS and MRF elements normalized to the delay of a CMOS inverter
operated atVDD = 0 :15V .
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Depending on where and how these MRF elements are used, some path in the cir-
cuit may be able to tolerate the increase in delay. However, the problem will remain
one with reliability, power and delay tradeoffs.

7 Quantifying Noise Immunity

In Section 5, we showed the noise tolerance of MRF elements compared to their
CMOS counterparts. Here we quantify the circuit's tolerance to noise. An appropriate
measure of the discrepancy between the actual output signalprobability of a logical
element or circuitPreal and the ideal (correct) outputPideal is the Kullback-Leibler
distance (KLD) [23]. For a digital system with two levels (“0” and “1”), the KLD is
the measure of the distance betweenPreal andPideal (where output is sampled and
noise leads to some probability of �nding an incorrect output value):

KLD (Pideal ; Preal ) =
X

states

Pideal log2(
Pideal

Preal
) (13)

where the smaller the KLD, the better the noise immunity of the circuit. By sampling
the output voltage at discrete points we can quantitativelycompare the noise immu-
nity of our simple logic elements. For the KLD calculation the voltage values are
sampled at 0.1ns, because this time is much smaller comparedto the switching time
of our MRF elements. A comparison of standard CMOS, DCVS and MRF inverters
and NAND gates is shown in Table 6. Clearly, the MRF implementations have much
better noise immunity as measured by the KLD (for perfectly correct operation, the
KLD is zero; see Eq. 13).

INV NAND

CMOS 3.404 3.7947
DCVS 2.1832 3.6608
MRF 0.5878 0.4126

Table 6. Comparison of Kullback-Leibler distance from correct (noise-free) output of un-
loaded CMOS, DCVS, and MRF logic elements fed with noisy input voltages.

We have also carried out the same noise immunity simulationsfor several larger
benchmark circuits, each with two different implementations; one based on our MRF
circuits and the other based on “standard” CMOS gates. The KLD values were com-
puted by creating a probability distribution averaged overall primary outputs. As can
be seen in Table 7, the KLDs for the MRF circuits are much smaller than those of
the standard CMOS circuits, indicating that the probability distributions of the MRF
gates more closely mimic the ideal output probability distributions.

8 Conclusions and Future Work

As devices are sized down to the nanoscale and supply voltageis scaled down below
0.5V, circuit designs will need to account for signi�cant signal noise in order to guar-
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Circuit CMOS MRF

5xp1 1.23 0.23
alu4 0.76 0.39
con1 1.03 0.20

cordic 0.60 0.33
ex5 1.18 0.50

misex1 1.00 0.24
o64 0.85 0.37
rd53 0.98 0.11

squar5 1.13 0.28
table5 0.90 0.34

Table 7. Comparison of Kullback-Leibler distance from correct (noise-free) output of MRF
and standard CMOS benchmark circuits (run atVDD = 0.15 V,T = 100oC).

antee reliable computation. The MRF probabilistic model provides a framework for
designing CMOS circuits that can operate effectively underconditions of ultra-low
supply voltage and extreme noise conditions. We have demonstrated that probabilis-
tic computation based on MRF principles may be implemented in CMOS circuitry
with much greater reliability in the presence of noisy inputs, but at a cost of larger
transistor counts. The MRF circuits may be operated at much lower supply voltage,
leading to reduced power dissipation along with improved reliability.

Our immediate goal in the future is to further reduce the areaoverhead to make
the MRF design methodology more viable for large circuits. Our ultimate goal is to
develop a noise-aware logic synthesis and technology mapping tool. Given a func-
tional description of a circuit, the tool will produce an error-tolerant design that bal-
ances area, power, delay, and reliability constraints whengenerating the �nal mapped
circuit. In addition, work is also underway in trying to accurately model the noise
sources in nanoscale CMOS designs.
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